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 Pattern Recognition and  

Hume’s Similarity Principle 

« I have found that such an object has always been 
attended with such an effect, and I foresee, that 

other objects, which are, in appearance, similar, will 
be attended with similar effects. » 

 

David Hume 

An Enquiry Concerning Human Understanding 

(1748) 



The Classical “Feature-based” Approach 

and Its Limitations 

Traditional pattern recognition techniques are centered on the notion of 
feature, i.e. they derive similarities from vector representations. 

 

But, there are variuos application domains where either it is not possible 
to find satisfactory features or they are inefficient for learning purposes.  

 

This is typically the case, e.g.,  

 

 when experts cannot define features in a straightforward way  

 when data are high dimensional 

 when features consist of both numerical and categorical variables,  

 in the presence of missing or inhomogeneous data  

 when objects are described in terms of structural properties, such 
as parts and relations between parts, as is the case in shape 
recognition 

 



Beyond features? 

By departing from vector-space representations one is confronted with the 
challenging problem of dealing with (dis)similarities that do not necessarily 
possess the Euclidean behavior or not even obey the requirements of a 
metric.  

 

The lack of the Euclidean and/or metric properties undermines the very 
foundations of traditional pattern recognition theories and algorithms!  
 

 



Objectives of SIMBAD 

SIMBAD aims at bringing to full maturation a paradigm shift that is 
currently just emerging within the pattern recognition and machine 
learning domains, where researchers are becoming increasingly aware 
of the importance of similarity information per se, as opposed to the 
classical feature-based approach.  

 

The whole project will revolve around two main themes, which 
basically correspond to the two fundamental questions that arise when 
abandoning the realm of vectorial representations, namely: 

 

 How can one obtain suitable similarity information from object 
representations that are more powerful than, or simply different 
from, the vectorial? 

 

 How can one use similarity information in order to perform 
learning and classification tasks? 



The structure of SIMBAD 
 

1. Deriving similarities for non-vectorial data 

 -- Structural (generative/compression) kernels 

 -- Learning and combining similarities 

 

1. Learning and classification with non-(geo)metric 
similarities  

-- Foundations of non (geo)metric similarities 

-- Imposing geometricity on non-geometric similarities 
(embedding) 

-- Learning with non-(geo)metric similarities (game theory) 

 

2. Biomedical applications 

  --  Analysis of tissue micro-array (TMA) images of renal cell 
 carcinoma 

  --  Analysis of brain magnetic resonance (MR) scans for the 
 diagnosis of mental illness 



For more information: 
 

http://simbad-fp7.eu 



Motivation 

 Non-Euclidean Data 



Overview 

 For kernel methods to be applied to dissimilarity data, 
eigenvalues of kernel matrix must be positive. 

 

 Sometimes raw dissimilarities violate this constraint. 

 

 What are the origins of this problem? 

 

 Explore ways of rectifying problem, by evolving manifold 
representation of data. 

 

 Is there useful information in the negative part of the spectrum? 



Negative eigenvalues 

 Implies distinction between sub-spaces associated 
with positive and negative eigenvalues. 

 

 Total distance is sum of positive and negative 
components. Positive  eigenvalues contribute positive 
distance component, negative eigenvalues a negative 
distance component. 

 

 Krein space – similar to the Minkowski space of 
special relativity (real space, complex time). 



What to do? 

 Is there structure in the complex space associate 
with negative distances (eigenvalues)? 

 

 Can we discard subspace associated with negative 
eigenvalues or does it contain valuable structure? 

 

 If so how should we develop new methods for 
pattern analysis in Krein space or should we attempt 
to rectify the causes of negative eigenvalues? 

 

 



Corrections 

 Clipping (discarding), flipping (sign reversal) and 
shifting (offsetting) eigenvalues. 

 

 But if data reside on a manifold, above may destroy 
the structure. 

 

 Can we inflate (flatten) the manifold while preserving 
structure of the data.  



Kernels and dissimilarities 



Similarity 

Notion of similarity given by inner product 

 

 

 The inner-product  ‹x,y› can be 
considered to be a similarity between x 
and y 
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Induced norm 

 The self-similarity ‹x,x› is the (square of) the ‘size’ of x and 
gives rise to the induced norm, of the length of x: 

 

 

 Finally, the length of x allows the definition of a distance in our 
vector space as the length of the vector joining x and y 

 

 

 Inner product also gets us distance  
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Euclidean space 

 If we have a vector space for features, 
and the usual inner product, all three 
are connected: 
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non-Euclidean Inner Product 

 If the inner-product has the form 

 

     then the vector space is Euclidean  with the usual properties  

 

 

 

 The inner-product doesn’t have to be like this; for example in 
Einstein’s special relativity (Minkowski space), the inner-product 
of spacetime  
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The Golden Triangle 

 In Euclidean space, the concepts of position, 
similarity and distance are elegantly connected 

Position 

X 

Similarity 

K 
Distance 

D 



Similarity-Distance 

What about finding K from Ds ? 

 

 

Looking at the top equation, we might imagine that  

  K=-½ Ds is a suitable choice 

 

 Not centred; the relationship is actually 
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Kernel embedding 

First manifold learning method – kernel embedding 

Finds a Euclidean manifold from object similarities 

 

 

 Embeds a kernel matrix into a set of points in 
Euclidean space (the points are automatically 
centred) 

 K must have no negative eigenvalues, i.e. it is a 
kernel matrix (Mercer condition) 
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Classic MDS 
 Classic Multidimensional Scaling embeds a (squared) 

distance matrix into Euclidean space 

 Using what we have so far, the algorithm is simple 

 

 

 

 

 

 This is MDS 
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Non-Euclidean data 



What type of data do I have? 

 Starting point: distance matrix 

 

 However we do not know apriori if our measurements are 
representable on a manifold 

 We will call them dissimilarities 

 What happens if K is not a mercer kernel? 

 

 Our starting point to answer the question “What type of data do 
I have?”  

 

 Is matrix of dissimilarities D between objects be  

 Euclidean (no intrinsic curvature)  

 Non-Euclidean, metric (curved manifold) 

 Non-metric (no point-like manifold representation) 



Metric data? 

Dissimilarities may also be non-metric 

 

The data is metric if it obeys the metric 
conditions 

1.  Dij≥ 0                (nonegativity) 

2.  Dij= 0 iff i=j      (identity of indiscernables) 

3.  Dij= Dji              (symmetry) 

4.  Dij≤Dik+ Dkj      (triangle inequality) 

 

Reasonable dissimilarites should meet 1&2 

 



Symmetric? 

 

 Symmetry Dij= Dji 

 May not be symmetric by definition 

 Alignment: i→j may find a better solution 
than j→i 



Euclidean  data 

1.  Dij≥ 0                (nonegativity) 

2.  Dij= 0 iff i=j      (identity of indiscernables) 

3.  Dij= Dji              (symmetry) 

4.  Dij≤Dik+ Dkj      (triangle inequality) 

 

 Check these for your data (3rd involves checking 
all triples) 

 Metric data is embeddable on a (curved) 
Reimannian manifold 

 



Causes 

 Example: Chicken pieces data 

 

 

 
 Distance by alignment 

 Global alignment of everything could find Euclidean 
distances 

 Only local alignments are practical 



Causes of non-metricity 
 

 ‘Extended objects’ 

 

 

 

 

 

 

 

 Data lives on a manifold and this gives rise to triangle 
violations Dij≤Dik+ Dkj   

 Noise in the measurement of D. 
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Implications for kernel embedding 

 Find the similarity matrix 

 

 

 The data is Euclidean iff K is positive 
semidefinite (no negative eigenvalues) 

 K is a kernel, explicit embedding from 
kernel embedding 

 We can then use K in a kernel algorithm 

 

 But what if not? 
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Non-Euclidean data 

 Data is Euclidean iff K is psd 

 

 Unless you are using a kernel function, this is 
often not true 

 

 Why does this happen? 

 

 



Non-Euclidean Artefacts 

 Negative eigenfraction (NEF) 

 

 

 

 Measures degree to which distance matrix 
departs from metricity. 

 

 Kernel has positive and negative components 
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Corrections 

 If the data is non-metric or non-Euclidean, we can ‘correct it’ 

 Symmetry violations  

 Average 

 For min-cost distances                             may be more 
appropriate 

 Triangle violations (shifting) 

 Constant offset 

 This will also remove non-Euclidean behaviour for large 
enough c 

 Euclidean violations (clipping) 

 Discard negative eigenvalues 

 

 Reverse sign of negative eigenvalues (flipping) 

* “On Euclidean corrections for non-Euclidean dissimilarities”, Duin, Pekalska, Harol, 

Lee and Bunke, S+SSPR 08 
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Does the data live on a 
manifold? 

 Often the data  lies in a high-dimensional 
feature space but is constrained in some way 

 

 The space of all images of a face is a subspace of 
the space of all possible images 

 

 The subspace is highly non-linear but low 
dimensional (described by a few parameters) 



‘Flat’ Manifolds 

 Fundamentally different types of data, for example: 

 

 

 

 

 The embedding of this data into the high-
dimensional space is highly curved 

 This is called extrinsic curvature, the curvature 
of the manifold with respect to the embedding 
space 

 Now imagine that this manifold was a piece of 
paper; you could unroll the paper into a flat plane 
without distorting it 

 No intrinsic curvature, in fact it is 
homeomorphic to Euclidean space 

 



Geodesics 
 The geodesic generalizes the concept of distance to curved 

manifolds 

 The shortest path joining two points which lies completely 
within the manifold 

 If we can correctly compute the geodesic distances, and the 
manifold is intrinsically flat, we should get Euclidean distances 
which we can plug into our Euclidean geometry machine 

 Position 

X 

Similarity 

K 
Distance 

D 

Geodesic 

Distances 



ISOMAP 
 ISOMAP is exactly such an algorithm 

 Approximate geodesic distances are computed for the points 
from a graph 

 

 

 

 

 

 

 

 Nearest neighbours graph 

 For neighbours, Euclidean distance≈geodesic distances 

 For non-neighbours, geodesic distance approximated by shortest 
distance in graph 

 Once we have distances D, can use MDS to find Euclidean 
embedding 

 



 This manifold is different: 

 

 

 

 

 

 It must be stretched to map it onto a plane 

 It has non-zero intrinsic curvature 

 

 A flatlander living on this manifold can tell that it is curved, for example 
by measuring the ratio of the radius to the circumference of a circle 

 

 In the first case, we might still hope to find Euclidean embedding 

 

 We can never find a distortion free Euclidean embedding of the second 

(in the sense that the distances will always have errors) 

Curved manifold 



Rectifying data by inflating the 
manifold 



Flattening data 

 Isomap can unfold data  that resides on an 
intrinsically flat manifold that can be unwrapped. 

 

 Locally linear embedding can locally flatten data on 
manifolds with intrinsic curvature. Does not solve 
problems with negative eigenvalues. 

 

 Is there a better way? 



Rectification through Ricci Flow 

 Embed data on manifold (Isomap, kernel 
embedding). 

 

 Inflate manifold so that it becomes 
increasingly flat with time using curvature 
dependant  Ricci flow. 

 

 Measure Euclidean distances between points 
and halt inflation when negative eigenfraction 
becomes negligible. 

 

 



Geometric picture 

 Construct adjacency matrix over proximity data. 

 

 Euclidean distance is separation of points, 
represented by a chord. 

 

 Geodesic distance between nodes is measure across 
manifold. 

 

 Difference between geodesic and Euclidean distances 
determines sectional curvature of path between 
nodes on manifold. 



Algorithms 

 Piecewise: piecewise inflation of 
manifold with patch per edge. 

 

 Regularised: global smoothing of edge-
curvatures using heat-kernel. 



Ricci Flow 

 Governs evolution of metric for 
manifold 

 

 

 

g metric tensor (inner product), K 
sectional curvature between points i and 
j. 



Properties of Ricci flow 

 Intrinsic curvature flow for Riemannian 
manifolds. 

 

 Applied to surface parameterisation 
(flattening) for mesh surfaces in graphics. 

 

 Applied to both elliptic and hyperbolic 
geometries. 



Constant curvature manifolds 

 Depends on sign of curvature 



Manifold Geometry 

Relationship between radius of curvature, Euclidean 
distance in space and geodesic distance on surface. 



Ricci Flow Embedding 

Each edge on 
neighourhood graph 
is patch on surface. 



Distance relations 

 Geodesic distance   

 

 Euclidean distance 



Sectional curvature 

 Series approximation 



Newton Method for curvature 

 Elliptic 

 

 

 Hyperbolic 



Updating distance – Ricci flow 

 Update formula 



Regularisation  

 Smooth curvatures using heat kernel 
(computed from data adjacency graph) 



Piecewise algorithm 

 1: Commence from geodesic distance matrix and embedded 
data using IsoMap or Kernel embedding.  

 

 2: Construct k-NN graph on dissimilarity data. Construct dual 
graph edges->nodes, coincident edges connected in dual graph. 
Compute and assign sectional curvatures to dual graph nodes. 

 

 3: Apply Ricci flow and update curvature using Newton’s 
method and current Euclidean distance.  

 

 4: Revise geodesic  distance with updated curvature and 
Euclidean distance fixed. Goto 1. 

 

 

 



Regularised  algorithm 

 1: Commence from geodesic distance matrix and embedded 
data using IsoMap or Kernel embedding.  

 

 2: Construct k-NN graph on dissimilarity data. Construct dual 
graph edges->nodes, coincident edges connected in dual graph. 
Compute and assign sectional curvatures to dual graph nodes. 

 

 3: Apply Ricci flow and update curvature using Newton’s 
method and current Euclidean distance.  

 

 4:Smooth curvatures over dual graph using heat-kernel. 

 

 5: Revise geodesic  distance with updated  smoothed curvature 
and Euclidean distance fixed. Goto 1. 

 

 

 



Experiments 



Data 

 Chickenpieces: edit distances between 
shapes, controlled by length of 
boundary segments (L) and edit cost C 

 

 COIL-data: Shape similarities computed 
using graph-edit distances for images 
from COIL image library. 



Sectional curvature with time 

 



Kernel embedding vs Isomap 

 



1NN Neighbour error vs L. 

 



Regularised Ricci (Kernel vs Isomap) 

 



Comparison 

 



Chickenpieces 



Chickenpieces 







Observations 

 Both piecewise and regularised versions 
of algorithm improve the negative 
eigenfraction. 

 

 Regularised version disrupts global 
structure of data and compromised 
classification performance. 



Conclusions 

 There does seem to be useful structure in subspace 
associated with negative dissimilarity eigenvalues. 

 

 Manifold inflation does help provided we regularise 
(smooth) the process. 

 

 Scope for deeper theoretical and experimental work. 


